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Outline 

• Electronic structure algorithms 
• Super Instruction Architecture 
• Productivity for method developers 
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Electronic structure algorithms 

• CCSD and EOM-CCSD are complex 
– Many different loops 
– Different characteristics flops vs. data 
– No single coding strategy works for all 

• Challenge is to divide the work so that 
– Data is fetched and used maximally 
– Each processor enough work 
– Orchestrate for multiple 10,000 cores 
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Scaling to Petaflop systems 

• Block wait time increases 
– Cores are idle because of lack of work 
– Communication contention causes delays 

• Changes being implemented and tested 
– Better estimate of time for each work chunk 
– Improve locality of data distribution 
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Super Instruction Architecture 

• Parallel computer = “super serial” 
computer 
– Number <-> super number = data block 
• 64 bit <-> 640,000 bit 

– CPU operation <-> super instruction = 
subroutine 
• Compute kernel on one core, multicore, or GPU 

– Move data <-> move blocks 
• Local RAM, remote RAM, network, disk storage 
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Super Instruction Architecture 

• Separate algorithm and execution 
– Package data (blocks) and execution 

(kernels) 
– Define domain specific language (DSL) to 

express algorithms 
• SIAL = super instruction assembly language 

– Leave details of execution to runtime system 
• SIP = super instruction processor 



Super Instruction Architecture 

• Separate large scale from fine scale 
– Large scale 

• Specify data flow and work scheduling in SIAL 
– Fine scale 

• Perform compute intensive work in kernels on local 
data in super instruction kernels 
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SIAL program composition 

• Data and computation orchestration 
– Written in domain specific language SIAL 
– Main program with procedures 
– All communication 

• Set of compute kernels 
– Written in Fortran or C/C++ 
– Can use OpenMP and CUDA 
– No communication 
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SIAL program structure 
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SIAL program execution 
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Mapping to hardware 

• SIP runs on distributed memory hardware 
– SPMD (single program multiple data) 
– Uses MPI on InfiniBand; other protocol easy 
– Manages 

• Location and movement of data 
• Scheduling of work items 

– Executes super instructions 
• Simple: PARDO 
• Complex: tensor contraction, integrals 
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SIP workers 

• SIP is a set of cooperative worker 
processes 
– Each worker is a process in an MPI world 

• On a single core acting as a worker 
• On a number of cores in an SMP 

– All or part of the cores on the node 

• On a single core acting as a manager for a GPU 
– It can also do some work itself 

– Other communication libraries are possible 
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Hybrid parallel computer 
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Execution flow 
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Data allocation 

• SIP allocates all blocks 
– Simple declaration in SIAL for useful types of 

data 
• Blocks in RAM of an SMP 
• Distributed across multiple nodes 
• Disk-backed blocks on IO servers for very large 

arrays 
– Replication for resilience 
– Replication to increase data locality and 

performance 
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Data flow 

• SIP manages data block movement 
– Before super instruction is issued 

• SI stalls if requisite data not ready 
– All required input blocks must be resident 
– SIP moves data asynchronously between 

• nodes across interconnect (e.g. InfiniBand) 
• node RAM to GPU RAM across PCIe bus 
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SIP runtime flexibility 

• Exact data layout is done at runtime  
– Allows tuning and optimization to 

• Hardware and software environment 
• Specific input parameters of the electronic 

structure calculation 
– Global distribution  

• all workers 
– Group distribution 

• workers in one group 
• Possibly replicated in multiple groups 
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Work items 

• SIAL programs 
– Have all barriers explicit 

• Programmers minimize barriers 
– Consist of multiple PARDO structures 

• Especially electronic structure codes 
• Have wide range in “load” inside PARDOs 

– A work item is a set of PARDOs 
• That is more efficiently done by one worker 
• E.g. to maximize data re-use 
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Performance model tool 

• Input data 
– Make a run on a small number of cores 
– Collect execution times of super instructions 
– Make a model of the interconnect 

• Performance model tool  
– parses SIAL program 
– Produces estimate of execution (wall) times 

• On given modeled system 
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Work item scheduling 

• SIP uses the performance model to 
– Layout the data 

• Global, or in groups, with or without replication 
– Schedules the work items to workers 

• To keep all workers busy until the next barrier  
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Work schedule table 
w1 w2 w3 w4 w5 w5 w7 w8 … wN 
e1 e4 gpu1 e6 

e7 
e2 e3 e5 

gpu2 

idle 
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Outline of the talk 

• ACES III open source 
• Super Instruction Architecture 
• Productivity for method developers 
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SIAL simple and expressive 

• SIAL has simple syntax 
– Experience shows 

• easy to write, easy to read 
• fewer errors per line 

– Automatic code generators can be used 
– Still have full power 

• Fortran, C/C++ inside super instructions 

• SIAL has rich set of data structures 
– temporary, local, distributed, served arrays 
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Distributed RAM data 

• N worker tasks 
– Each worker has local RAM 
– Data can be shared between cores in an SMP 
– Data needs to be transferred to GPUs too 

• DISTRIBUTED ARRAY  
– Data blocks are spread out over 

• all workers 
• a group of cooperating workers 
• Possibly replicated in other groups 
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Disk resident data 

• N worker tasks 
– Each worker has local RAM 

• M IO-server tasks 
– Have access to local or global disk storage 
– Accept, store, and retrieve blocks 
– Each IO-server has local RAM used as cache 

• SERVED ARRAY 
– Workers access data via IO-servers 
– IO-servers optimize data flow to & from disk 



Super Instruction programming 

• Kernel coding leverages existing 
technologies, frameworks, and tools 
– Traditional parallel programming 

• SMP on multi-core nodes 
• CUDA on NVIDIA GPUs and Intel MIC (manycore 

integrated architecture) 
• OpenCL on FPGA 
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SI debugging and tuning 

• Remember: All data for SI is be resident 
• Kernel code has a simple structure 

– Input consists of a number of resident blocks 
– Output is a number of blocks 
– lock contention on blocks 

• not with other SI kernels 
• only inside a single SMP kernel 

• Use standard tools and skills effectively 
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SIAL validation and tuning 

• SIP manages a lot of data 
– With negligible overhead it can keep track of 

• Performance data (tuning) 
– Movement of blocks: block wait time 
– Execution time of SI 
– Wait time at barriers 

• Duplication of data (resilience) 
• Status of data operated on by work items 

– Data updated or not by scheduled work item 
– Validation and resilience 
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Collaborators 

• Chemistry 
• Victor Lotrich 
• Dmitry Lyakh 
• Ajith Perera 
• Rodney Bartlett 

• Computer Science and Engineering 
• Shaun McDowell 
• Nakul Jindal 
• Rohit Bhoj 
• Beverly Sanders 
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QUESTIONS? 
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EXTRA MATERIAL 
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Quick references 

• Recent reviews provide introduction 
– Software design of ACES III with the super instruction architecture,  

• Erik Deumens, Victor F. Lotrich, Ajith Perera, Mark J. Ponton, Beverly A. 
Sanders, and Rodney, J. Bartlett,  

• Wiley Interdisciplinary Reviews - Computational Molecular Science,  
• ISSN 1759-0884, published online DOI: 10.1002/wcms.77 (2011)  

– The super instruction architecture: A framework for high-productivity 
parallel implementation of coupled-cluster methods on petascale 
computers,  
• E. Deumens, V. F. Lotrich, A. S. Perera, R. J. Bartlett, N. Jindal, B. A. 

Sanders,  
• Ann. Rep. in Comp. Chem.,Vol 7, Chapter 8,  in print (2011) 
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Getting the software 

• Website http://www.qtp.ufl.edu/ACES  
• Download source code 

– Open source license GNU Public License 
(GPLv2) 

• Find  
– Documentation 
– Examples 
– Tutorials 
– Publications 
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Analogy between SIA and Java 

• Super Instruction 
Assembly Language 
SIAL 
– R(I,J,K,L) += V(I,J,C,D) * 

T(C,D,K,L) 

• Bytecode 
• Super Instruction 

Processor SIP 
– Fortran/C/MPI code 

• Hardware execution 
– x86_64, PowerPC, GPU 

• Java 
 
 

– R(I,j,k,l) += V(I,j,c,d) * 
T(c,d,k,l); 

• Bytecode 
• JavaVM 

 
– C code 

• Hardware execution 
– x86_64, PowerPC, GPU 
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Analogy between SIA and Java 

• Super Instruction 
Assembly Language 
SIAL 
– R(I,J,K,L) += 

V(I,J,C,D) * T(C,D,K,L) 
• Bytecode 
• Super Instruction 

Processor SIP 
– Fortran/C/MPI code 

• Hardware execution 

• Java 
 
 

– R(I,j,k,l) += V(I,j,c,d) * 
T(c,d,k,l); 

• Bytecode 
• JavaVM 

 
– C code 

• Hardware execution 

program 
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Analogy between SIA and Java 

• Super Instruction 
Assembly Language 
SIAL 
– R(I,J,K,L) += 

V(I,J,C,D) * T(C,D,K,L) 
• Bytecode 
• Super Instruction 

Processor SIP 
– Fortran/C/MPI code 

• Hardware execution 

• Java 
 
 

– R(I,j,k,l) += V(I,j,c,d) * 
T(c,d,k,l); 

• Bytecode 
• JavaVM 

 
– C code 

• Hardware execution 

compile 
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A parallel computer running SIAL 

• Super Instruction 
Assembly Language 
SIAL 
– R(I,J,K,L) += 

V(I,J,C,D) * T(C,D,K,L) 
• Bytecode 
• Super Instruction 

Processor SIP 
– Fortran/C/MPI code 

• Hardware execution 

• Java 
 
 

– R(I,j,k,l) += V(I,j,c,d) * 
T(c,d,k,l); 

• Bytecode 
• JavaVM 

 
– C code 

• Hardware execution 

execute 



Appendix 2 

• An example SIAL program 
– Two-electron integral transformation 
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SIAL 2EL_TRANS 
 
aoindex m = 1, norb 
aoindex n = 1, norb 
aoindex r = 1, norb 
aoindex s = 1, norb  
 
moaindex a = baocc, eaocc 
moaindex b = baocc, eaocc 
moaindex i = bavirt, eavirt 
moaindex j = bavirt, eavirt 

declaration  
of block 
indices 

program  
declaration 

A SIAL program 

Pulay algorithm for two-electron integral transformation. 
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temp AO(m,r,n,s)  
temp txxxi(m,n,r,i)  
temp txixi(m,i,n,j)  
temp taixi(a,i,n,j)  
temp taibj(a,i,b,j)  
 
 
 
local Lxixi(m,i,n,j)  
local laixi(a,i,n,j) 
local Laibj(a,i,b,j)  
 
 
served Vaibj(a,i,b,j)  
served Vxixi(m,i,n,j)  
served Vaixi(a,i,n,j)  

one block  
only – super 

registers 

all blocks 
on local node 

disk resident 
large arrays 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

parallel 
over block 

indices 
m and n  
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

allocate 
partial 
local  
array 

delete 
local  
array 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

compute  
integral block 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

transform  
two indices 

into  
local array 
using same 

integrals 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

store in  
served array 
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PARDO m, n 
             allocate Lxixi(m,*,n,*)  
             DO r  
             DO s  
                   compute_integrals AO(m,r,n,s)  
                   DO j 
                         txxxi(m,r,n,j) = AO(m,r,n,s)*c(s,j)  
                   DO i  
                         txixi(m,i,n,j)  = txxxi(m,r,n,j)*c(r,i) 
                         Lxixi(m,i,n,j) += txixi(m,i,n,j) 
                    ENDDO i 
                    ENDDO j   
              ENDDO s  
              ENDDO r  
              DO i 
              DO j  
                    PREPARE Vxixi(m,i,n,j) = Lxixi(m,i,n,j)  
              ENDDO j  
              ENDDO i  
              deallocate Lxixi(m,*,n,*)  
ENDPARDO m, n  
execute server_barrier 

wait for  
all workers 

to finish 
storing 
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PARDO n, i, j  
             allocate Laixi(*,i,n,j)  
             DO m  
                    REQUEST Vxixi(m,i,n,j) m  
             DO a  
                   taixi(a,i,n,j) = Vxixi(m,i,n,j)*c(m,a)  
                   Laixi(a,i,n,j) += taixi(a,i,n,j)  
             ENDDO a  
             ENDDO m  
 
             DO a  
                   PREPARE Vaixi(a,i,n,j) = Laixi(a,i,n,j)  
             ENDDO a  
             deallocate Laixi(*,i,n,j)  
ENDPARDO n, i, j  
execute server_barrier  

retrieve 
block from 

servers/disk  

transform 
third 
index 
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PARDO a, i, j  
             allocate Laibj(a,i,*,j)  
             DO n  
                   REQUEST Vaixi(a,i,n,j) n  
             DO b  
                   taibj(a,i,b,j) = Vaixi(a,i,n,j)*c(n,b)  
                   Laibj(a,i,b,j) += taibj(a,i,b,j)  
              ENDDO b  
              ENDDO n  
 
              DO b  
                    PREPARE Vaibj(a,i,b,j) = Laibj(a,i,b,j)  
              ENDDO b  
              deallocate Laibj(a,i,*,j)  
ENDPARDO a, i, j  
execute server_barrier   
 
ENDSIAL 2EL_TRANS      

transform 
fourth 
imdex  

store final 
integrals in  
served array 
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